Introduction and Motivation
Today, a majority of data is fundamentally distributed in nature. Data for almost any task is collected over a broad area, and streams in at a much greater rate than ever before. In particular, advances in sensor technology and miniaturization have led to the concept of the sensor network: a (typically wireless) collection of sensing devices collecting detailed data about their surroundings. A fundamental question arises: how to query and monitor this rich new source of data? Similar scenarios emerge within the context of monitoring more traditional, wired networks, and in other emerging models such as P2P networks and grid-based computing.

The prevailing paradigm in database systems has been understanding management of centralized data: how to organize, index, access, and query data that is held centrally on a single machine or a small number of closely linked machines. In these distributed scenarios, the axiom is overturned: now, data typically streams into remote sites at high rates. Here, it is not feasible to collect the data in one place: the volume of data collection is too high, and the capacity for data communication relatively low. For example, in battery-powered wireless sensor networks, the main drain on battery life is communication, which is orders of magnitude more expensive than computation or sensing. This establishes a fundamental concept for distributed stream monitoring: if we can perform more computational work within the network to reduce the communication needed, then we can significantly improve the value of our network, by increasing its useful life and extending the range of computation possible over the network.

We consider two broad classes of approaches to such in-network query processing, by analogy to query types in traditional DBMSs. In the one shot model, a query is issued by a user at some site, and must be answered based on the current state of data in the network. We identify several possible approaches to this problem. For simple queries, partial computation of the result over a tree can reduce the data transferred significantly. For “holistic” queries, such as medians, count distinct and so on, clever composable summaries give a compact way to accurately approximate query answers. Lastly, careful modeling of correlations between measurements and other trends in the data can further reduce the number of sensors probed.

In the continuous model, a query is placed by a user which requires the answer to be available continuously. This yields yet further challenges, since even using tree computation, summarization and modeling, we cannot afford to communicate every time new data is received by one of the remote sites. Instead, the result of work on this problem has been a new tradeoff of reduced accuracy in the query answer for reduced communication cost. This has led to a variety of techniques for different query types to apportion the available “uncertainty” in the query answer between different sites, and to model the evolution of measured values to anticipate future values and so reduce communication further.

There are many problems relating to distributed data stream monitoring yet to be studied, and systems addressing these issues are just starting to appear. There is great potential for work in this area to have impact on the next generation of data management systems in a world that is inherently distributed and constantly changing. Our objective in this tutorial is to discuss the algorithmic foundations of this new world, illustrate some of the powerful techniques that have been developed to address these challenges, and outline interesting directions for future work in the area. This tutorial complements and builds on some of the first attempts at collecting work in this area and tutorials which have emphasized the hardware and systems aspects. The aim is to inspire attendees to contribute to this exciting, growing area of research.

Tutorial Outline
The tutorial comprises five main thematic units, roughly organized as follows. (1) Introduction: defining different querying and communication models. (2) One-Shot Distributed-Stream Querying: covering tree-based aggregation, robustness/loss issues, and probabilistic techniques. (3) Continuous Distributed-Stream Tracking: discussing adaptive slack-allocation schemes, predictive site-behavior models, and distributed triggers. (4) Distributed Data-Stream Systems, and (5) Future Directions and Open Problems.

About the Speakers
Graham Cormode is a Member of Technical Staff in the Communication Protocols and Internetworking Research Center of Bell Laboratories. He joined Bell Labs in 2004 after a postdoctoral position at the DIMACS center in Rutgers University, and a Ph.D. in computer science from the University of Warwick, in 2002.

Minos Garofalakis is a Senior Research Scientist with Intel Research Berkeley. He obtained his Ph.D. from the University of Wisconsin-Madison in 1998, and joined Intel Research in July 2005, after spending 6.5 years as a Member of Technical Staff with Bell Labs, Lucent Technologies in Murray Hill, NJ.

Permission to copy without fee all or part of this material is granted provided that the copies are not made or distributed for direct commercial advantage, the VLDB copyright notice and the title of the publication and its date appear, and notice is given that copying is by permission of the Very Large Data Base Endowment. To copy otherwise, or to republish, to post on servers or to redistribute to lists, requires a fee and/or special permission from the publisher, ACM.

Copyright 2006 VLDB Endowment, ACM 1-59593-385-9/06/09.